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Set Up for Success

Overview
Micro-segmentation is getting a lot of attention nowadays.

This makes sense considering that Gartner named it one of their Top 10 Security Projects for 
2018.1 It’s seen as a prime way to reduce risk while enhancing visibility and control of data 
traffic and flows. With micro-segmentation, workload and process-level security controls are 
applied to data center and cloud assets to create secured, isolated zones, thus reducing the 
organizational attack surface and overall risk. 

According to Gartner’s Neil MacDonald, micro-segmentation is about stopping “...the lateral 
spread of data center attacks. ‘If and when the bad guys get in, they can’t move unimpeded.’”2 
Clearly, micro-segmenting your networks is a smart move. But a key aspect of a successful 
micro-segmentation project is making sure you’re prepared and have the right plan in place 
before you start your deployment.

Creating an operational plan for operationalizing your micro-segmentation deployment from 
the get-go will make it easy to reach your goals.

Operationalize for Success
But just what does it mean to operationalize your micro- segmentation deployment?

It’s how you approach and manage your deployment from ideation through fruition. To 
operationalize micro-segmentation is to approach it using a systematic, step-by-step outlook 
which ensures that your deployment adheres to tangible, measurable goals. For each “step,” 
you know from the outset what is needed to make it happen and you have the structured plan 
to help you achieve it.

Without this thoroughly fleshed-out plan, some organizations may hesitate to get started, even 
though they know micro-segmenting their network will enhance their security posture. Sure, 
it sounds like a great idea, but when complications arise, without the right plan in place, they 
might be tempted to skip out on their  
deployment plans. 

Some common reasons teams get thrown off track are:

• They may assume that micro-segmentation is an all-or-nothing proposition - if they can’t 
segment everything, then they won’t segment anything

• Others may be uncertain that they’ll be able to gain enough visibility into their lateral 
traffic, which could make it difficult to understand relationships and dependencies 
between applications

• Some organizations plan to over-segment; they set out with too many rules and policies in 
mind, making the entire undertaking far more complex that it  
needs to be

•  Lastly, some organizations aren’t sure how flexible or inflexible their current point 
solutions are, and if policies can be provisioned or updated dynamically when the  
need arises

1.Beadle, Jill. 2018. “Gartner Top 10 Security 
Projects for 2018.” Gartner. June 6. 
https://www.gartner.com/
smarterwithgartner/gartner-top-10-security-
projectsfor-2018/

2. Ibid.
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Considering all the details and planning that goes into a successful micro-segmentation 
deployment, there are actually so many reasons it could get thrown off track. In the past, 
unsuccessful micro-segmentation projects were a pretty regular occurrence. All those weeks 
and months of planning down the drain, due to issues that could have been tackled with ease, 
had they been accounted for in the planning stages. 

This is why it’s so important to be prepared. 

Operationalizing your deployment means you can address potential setbacks before 
they occur. If you’re thinking about setting a micro-segmentation project to improve your 
organization’s security, here are the seven steps you need to follow to  
ensure success:

Seven Steps to Operationalize Your Micro-Segmentation Deployment

1. Identify your goals

Consider your business drivers and motivations - are you interested in regulatory compliance 
issues that apply to your industry such 

as PCI, SWIFT, or HIPAA, or general risk reduction? What are your long-term and short-term 
goals? Do you want to micro-segment your entire network or just select segments of it? Do 
you have one application that is highly critical which just needs to be ring-fenced? These are 
important questions to ask before you embark on your deployment because they will help 
determine the phases, the rules you create, and what you’ll be restricting. With this knowledge, 
you can then prioritize accordingly. 

Here are some recent examples we have encountered that demonstrate the clear importance 
of identifying your goals ahead of time.

For example, a large pharmaceutical company needs to protect a critical application. This is 
where all their trade secrets and pharmaceutical formulations reside, and thus, must be cut off 
from the rest of their data center to minimize their risk. This will impact the entire deployment—
from where they implement the product, to the rules they create, to the layer within which to 
implement. All these factors need to be accounted for before the project has even started to 
take shape. 

Another example is a financial services sector customer that needs a simple risk reduction 
implementation wherein each server in the data center adheres to strict, well-defined rules 
such as, “accessible from user devices or not,” “accessible from ATMs or not,” “accessible from 
printers or not.” While rules such as these greatly reduce the company’s risk, this approach 
is not textbook micro-segmentation. The bank’s unique requirements impact the entire 
deployment and highlight the importance of understanding your drivers and goals  
at the outset.

To get an initial accurate 
visualization of your 
environment, it’s recommended 
to wait a few weeks, as some 
applications only interact with 
other applications on a monthly 
basis, like salary payment 
applications and disaster 
recovery applications (depending 
on how often you have it set 
to back up data). While you 
might still end up missing some 
connections and dependencies, 
waiting a few weeks is a smart 
rule of thumb. And don’t worry, 
you can always add on more once 
they become apparent.

TIP
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2. Focus on short-term, and then long-term, priorities

With your goals established, you can begin to implement the first phase of deployment, which 
should focus on your short-term priorities. This first phase centers around where you’ll be 
deploying your micro-segmentation project. Because you have fleshed out both your short-
term and long-term goals, you should have a strong understanding regarding the information 
you need to collect and where within your network needs to be protected. 

Obviously, if you need to comply with industry regulations such as PCI or SWIFT, you’ll include 
the pertinent areas of your network into the initial deployment as well.

3. Devise a clear picture of your environment

With your deployment underway, you should be able to get a relatively clear picture of your 
environment. No doubt, you have deployed the product where you think they are needed the 
most, such as your most critical application or the highest priority assets. But keep in mind, 
developing a clear visualization of your environment is a gradual process. Inevitably, you’re likely 
to discover connections and dependencies you were previously unaware of, and will thus need 
to cover additional assets with the product to build the comprehensive and accurate map of your 
environment.

So start with the inherently limited picture of what you think you have running and connected 
within your environment and gradually expand the extent to which you are segmenting in a phased 
manner as you discover more, and add sensors. Then you can begin to map all your dependencies 
to understand where you need to create and enforce rules.

Figuring out all your dependencies takes some effort, but the detective work is made easier if you 
know where to look initially. Here are some places you can look to start to create your visualization:

• App developers and lead staff

• CMDB

• ServiceNow documentation

4. Label your assets

Now begins the fun of labeling your assets. When it comes to policies, they are best described 
in terms of abstract object groups, as those carry context and logic and help maintain robust 
policies. For example, instead of listing all IPs of web servers in a policy, it’s better to mention a 
group of servers by a tag or a label of “web-servers.” This way, any server that has this label will 
have the rules applied to it. 

Before you begin this process, understand that there are two kinds of labeling. The first type is 
for the benefit of creating your policies. This type of label sets out what the asset is (e.g., “This is 
a database,” which shouldn’t be allowed to interact with the internet; “This is 

a PCI-DSS regulated application,” which should be segregated from the rest of the assets) to be 
used to create rules that help you accomplish your goals. 

There are also labels which themselves aren’t used as part of creating policies, but help to 
understand the environment, such as where a server is physically located and who your users 
are. Even though these bits of information may not be used in policy and rule creation, they are 
still important to get a complete knowledge of the network. 
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Now go back to your goals you established way back in step one. What rules do you need to 
accomplish those goals? Using your goals as a guide, label your assets accordingly. Don’t waste 
time on the ones you won’t need or use right away, but do start thinking about your future rules 
before you move on to the next step.

Unsure of where to get a list of your assets to label them? Here are some places to start looking:

• You may already have a list of assets generated by someone in your organization with a lot 
of context that you can use to create labels

• Your DevOps might have already labeled or tagged them in the orchestration

• There might be a CMDB or even an Excel file of assets and information on them, such as the 
environment they belong or application they represent

Once you identify your labels, you must automate the label creation so that you don’t need to 
do the process all over again when assets are added or removed. With automated rule creation, 
there is no need to actively add, adjust, or track policies.

5. Outline your micro-segmentation policies

Next, outline your micro-segmentation policies. 

There are two kinds of policies we usually see:

1. Those that you know off-the-bat will be needed. For example, if you know ahead of time 
that you want to separate production and development, this is a rule you can declare 
without using visibility. In these cases, look for exceptions using visibility and then approve 
them.

2. Those that are not known ahead of time, and you want to define the normal state. For these, 
you need visibility. For example, segregating your PCI environment; the right way to go 
about this is to see which dependencies exist for the PCI environment and approve only 
those dependencies.

Not all tools are built to support creation of both kinds of policies. Therefore, it’s critical to 
make sure that your chosen tool allows for the types of rules you need and is flexible to support 
all different segmentation scenarios that you have in mind and that are required by your goals.

Make sure to extend your policy deployment to include Layer 7. There are two general ways 
to set the policy. One way is based on L4 information which is IPs and ports. The other one is 
based on L7 information, which is the actual processes that are part of the connection. L7 is 
more secure and is therefore a better choice, though it does require a bit more effort justified 
by the extension of deeper, more thorough protection.

As a general rule, it’s far more efficient and smarter in the long run to base policies on labels, 
rather than on specific machines. Machines are less permanent; their names can change 
and instances can be added and taken away, making them a risky choice for policy creation. 
Instead, policies should be based on labels. For example, if you create a policy that states that 
everything with the label “Database” should not be allowed to access the internet, then you’ll 
never need to change the policy. All you’ll need to do is ensure the correct labeling association.

Your chosen micro-segmentation 
tool should provide a unified, 
holistic experience. By holistic, 
we mean that it’s intentionally 
built with the purpose of placing 
the entire process in front of 
you, to grant complete visibility. 
This approach streamlines 
all elements of a micro-
segmentation project and guides 
you along the way to ensure your 
deployment and maintenance 
is successful. 

When creating your 
policies and using the tool 
recommendations based on what 
the system has recently seen, 
our recommendation is to not 
go too far back because it may 
include things that are no longer 
relevant. Go back a month and 
leave the system with policy with 
alert mode set to “on”, and allow 
for adjustments along the way.

TIP
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6. Fine-tune your alerts

After your policies are created, leave them for a period of time in alert mode only to do some 
fine tuning. Alert handling is an ongoing process that will need regular tweaking. This is 
inevitable. Along your micro-segmentation journey, previously undiscovered connections will 
appear, along with exceptions you just didn’t see initially, so stay in alert mode. This will show 
you what you may have that doesn’t fit in with a policy but should be concerning nonetheless.

Staying in alert mode allows you to go in and see what’s taking place to decide whether it 
constitutes an issue. Then once you have determined that there is (or isn’t) an issue, you can 
decide how to proceed. This also helps your react faster, while providing a degree of control. 
This allows you to learn from your newfound insights and instantly apply them for better policy 
creation in the future.

Keep in mind that as networks grow and change, your policies must reflect those movements. 
Every new application, piece of hardware and even IoT device needs to be accounted for and 
labeled, so it falls within its prescribed policy.

Importantly, your chosen micro-segmentation tool should be able to easily approve policy 
tuning from within alerts. Otherwise, policy fine-tuning becomes a difficult and  
unsustainable process.

7. Integrate with key IT systems

Before setting up your micro-segmentation program, ensure that it plays nicely with your key IT 
systems. Make sure your chosen tool integrates well with:

• Your SIEM platform, so alerts will be directed there

• Your monitoring system, so it can watch the enforcement points, and to ensure that there 
aren’t servers that are supposed to be covered which aren’t

• Configuration management tools and deployment management tools such as Ansible, 
Jenkins, Chef, Puppet, etc. for deployment and monitoring of enforcement points (agents)

• DevOps, if they’re part of the policy configuration cycle. If DevOps is deploying new apps 
and wants to do policy creation, they need to use the right labels, in which case you may 
want to allow them to define rules by themselves or not, depending on your processes. 
If this is the case, your micro-segmentation solution must have a rich API, otherwise any 
integrations you perform will be difficult

• Your active directory for user identification

• Ticketing systems, to manage the policy definition process

• Any automatic systems for labeling purposes

Depending on your organization, there are likely other key systems to take into account.
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Stay on Track With a Clear Plan
As organizations grow ever more complex and connected, the need for micro-segmentation 
becomes all the more apparent. Don’t 

let your plans to create granular control over your network get thrown off track. Make your 
micro-segmentation goals a reality by operationalizing the process.

If you’ve decided that the time is right to embark on your micro-segmentation project, 
Guardicore can help turn your goals into reality. With expert guidance, dynamic tools and 
the support you need to navigate what is an otherwise difficult undertaking, you’ll have 
everything you need to see your micro-segmentation project through to success.



About Guardicore
Guardicore is an innovator in data center and cloud security that 
protects your organization’s core assets using flexible, quickly deployed, 
and easy to understand micro-segmentation controls. Our solutions 
provide a simpler, faster way to guarantee persistent and consistent security -  
for any application, in any IT environment.

www.guardicore.com
Copyright 2019


